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ABSTRACT 

The impact of various cache replacement policies act as the main deciding 

factor of system performance and efficiency in Chip Multi-core Processors.  It is 

imperative for any level of cache memory in a multi-core architecture to have a 

well-defined, dynamic replacement algorithm in place to ensure consistent 

superlative performance. Many existing cache replacement policies such as 

Least Recently Used (LRU) policy etc have proved to work well in the shared 

Level 2 (L2) cache for most of the data set patterns generated by single 

threaded applications. But when it comes to parallel multi-threaded applications 

that generate differing patterns of workload at different intervals, the 

conventional replacement policies can prove sub-optimal as they generally do 

not abide by the spatial and temporal locality theories and do not acquaint 

dynamically to the changes in the workload.             

This dissertation proposes three novel cache replacement policies for L2 

cache that are targeted towards such applications. Context Based Data Pattern 

Exploitation Technique assigns a counter for every block of the L2 cache for 

monitoring the data access patterns of various threads and modifies the counter 

values appropriately to maximize the performance. Logical Cache Partitioning 

technique logically partitions the cache elements into four zones based on their 

‘likeliness’ to be referenced by the processor in the near future. Replacement 

candidates are chosen from the zones in the ascending order of their ‘likeliness 

factor’ to minimize the number of cache misses. Sharing and Hit based 

Prioritizing replacement technique takes the sharing status of the data elements 

into consideration while making replacement decisions. This information is 

combined along with the number of hits received by the element to embark upon 

a priority based on which the replacement decisions are made.     

The proposed techniques are effective at improving cache performance and 

offer an improvement of up to 9% in overall hits at the L2 cache level and an IPC 

(Instructions Per Cycle) speedup of up to 1.08 times that of LRU for a wide 

range of multithreaded benchmarks. 
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1. INTRODUCTION 

   The advent of multi-core computers consisting of two or more processors 

working in tandem on a single integrated circuit has produced a phenomenal 

breakthrough in performance over the recent years. Efficient memory 

management is required to utilize the complete potential of CMPs.  

   One of the main concerns in recent times is the processor memory gap. 

Processor memory gap indicates a scenario where the processor is stalled while 

a memory operation is happening. Fig 1.1 shows that this situation is getting 

worse as the processor performance tends to increase manifold but the memory 

latency continues to be almost the same. The on-chip cache memory clock 

speeds have hit a wall where practically no improvement could be achieved in 

that area anymore. The usage of multiple cores has mitigated this effect to some 

extent but this gap tends to widen lot more in the future stressing the need for 

effective memory management techniques.  

 

     

 

     Fig 1.1 Processor memory gap [1] 



 

 

 

1.1.  Chip Multi-core Processors (CMP) 

   In a CMP, multiple processor cores are packaged into a single physical 

processor chip that is capable of executing multiple tasks simultaneously. Multi-

core processors provide room for faster execution of applications by exploiting 

the available parallelism (mainly instruction level parallelism), which implies the 

ability to work on multiple problems simultaneously. Parallel multi-threaded 

applications demand for high computational and throughput requirements. To 

expedite their execution speed, these applications spawn multiple threads which 

run in parallel. Each thread has its own execution context and is assigned to 

perform a particular task. In a multi-core architecture, these threads can run on the 

same core or on different cores. A two-core processor with two threads T1 and 

T2 is depicted in Fig 1.2.    

 

 

  Fig 1.2 Two core processor-T1 and T2 represent the threads 

 

   Every core now behaves like an individual processor and has its own 

execution pipeline. They can execute multiple threads in parallel thus expediting 

the running time of the program as a whole and boosting the overall system 

performance and throughput. Efficiency of CMPs largely rely on how well a 

software application can leverage the multiple core advantage while execution. 

Many applications that have emerged in recent times have been optimized to 

utilize the multi-core advantage (if present) to improve the performance. 



Networking applications and other such CPU-intensive applications have 

benefitted hugely from the CMP architecture.  

 

 

 

1.2. Memory Management in CMP 

   Memory management forms an integral part in determining the performance of 

CMPs. Cache memory is used to hide the latency of main memory and it also 

helps in reducing the processing time in CMPs. Generally every core in a CMP 

environment will be having a private L1 cache and all the available cores share a 

relatively larger unified L2 cache (which in most cases can also be referred to as 

the shared Last Level Cache). The L1 cache is split into ‘instruction cache’ and 

‘data cache’ as shown in Fig 1.3. The mapping method used is ‘set-associative’ 

mapping [1], where the cache is divided into a specified number of sets with 

each set having a specified number of blocks.  

   The number of blocks in each set indicates the associativity of the cache. The 

size of L1 cache has to be kept small owing to chip constraints. Since it is 

directly integrated into the chip that carries the processor, its data retrieval time 

is expedited.  

 

 

  Fig 1.3 General memory hierarchy in a CMP environment 

 

 

1.3. Overview of Existing Replacement Policies    



   Replacement policies play a vital role in determining the performance of a 

system. In a multi-core environment, where processing speed and throughput 

are of essence, selecting a suitable replacement technique for the underlying 

cache memories becomes crucial. Primary objective of any replacement 

algorithm is to utilize the available cache space effectively and reduce the number 

of data misses to the maximum extent possible. Misses can be of three types 

namely- compulsory misses, conflict misses and capacity misses.  

   Compulsory misses happen when the data item is fetched from the main 

memory and stored into the cache for the first time.  In most cases it is 

unavoidable. Conflict misses are quite common in direct mapped cache 

architectures where more than one data item compete for the same cache line 

resulting in eviction of the previously inserted data item. As the name suggests, 

capacity misses arise due to the inability of the cache to hold the entire working 

set which can be observed in most applications owing to the smaller cache size. 

An efficient replacement algorithm targets the capacity misses and tries to reduce 

them as much as possible. 

   Since L2 cache is the one that will be accessed by multiple cores and it has 

shared data, it is essential that judicious replacement strategies need to be 

adopted here, in order to improve the performance. At present, many 

applications make use of the LRU cache replacement algorithm [1], which 

discards the ‘oldest possible’ cache line available in the cache i.e. the cache line 

which has not been accessed over a period of time. This implies that the ‘age’ of 

every cache line needs to be updated after every access. This is done with the 

help of either a counter or a queue data structure.  In the queue based 

approach, data that is referenced by the processor is moved to the top of the 

queue, pushing all the elements below by one step. At any point of time, to 

accommodate an incoming block, LRU deletes the block which is found at the 

bottom of the queue (least recently used data).  

   This method seems to work well with many current applications.  However for 

certain workloads which possess an unpredictable data reference pattern that 

fluctuates frequently with time, LRU can result in poor performance. A closer 



observation on LRU can help reveal the cause for this problem. It assumes that 

all the applications follow the same reference pattern i.e. they abide by the 

spatial and temporal locality theories. Any data item that is not referenced by the 

processor for some considerable amount of time is tagged as ‘least recently 

used’ and evicted from the cache. When such a data item is required by the 

processor in future, it is not found in the cache and has to be fetched from the 

main memory. 

   Most Recently Used (MRU) policy also works in a similar fashion, with a slight 

difference that the victim is chosen from the opposite end of the data structure 

i.e. the most recently referred data is evicted to accommodate an incoming 

block. The above stated algorithms work fine when the ‘locality of reference’ is 

high. But for applications whose data sets do not exhibit any degree of regularity 

in their access pattern, these algorithms might result in sub-optimal 

performance. An example of such a pattern is given in Fig 1.4. In the ensuing 

sections, individual data items are referred by enclosing them within flower 

braces. 

 

  

  Fig 1.4 Data sequence containing a recurring pattern {1,5,7} 

 

   As it is observed from Fig 1.4, the starting pattern {1,5,7} seems to recur after 

a long burst of random data. If LRU is applied for the above set of data, it will 

result in poor performance as there is no regularity in the access pattern. 

Pseudo-LRU keeps a single status bit for each cache block. Initially all bits are 

reset. Every access to a block sets the bit indicating that the block is recently 

used. This also may degrade the performance for the above data sequence.  

   Another replacement technique that is commonly being employed apart from 

LRU and MRU is the Not Recently Used (NRU) algorithm. NRU associates a 

single bit counter with every cache line to aid in making replacement decisions. It 

might be effective compared to LRU in certain cases, but a 1-bit counter may not 

be powerful enough to create the required dynamicity.  



   Random replacement algorithm works by arbitrarily selecting a victim for 

replacement when necessary. It does not keep any information about the cache 

access history. Least Frequently Used technique tracks the number of times a 

block is referenced using a counter and a block with lowest count is selected for 

replacement. 

 

1.4. The Problem 

 An effective replacement algorithm is important for cache management in 

CMP. When it comes to the on-chip cache, it becomes even more crucial as the 

size of the cache memory is considerably small. In order to fine tune the 

performance of the cache, it is imperative to have an efficient replacement 

technique in place. Apart from being efficient it is also important that it should be 

dynamic, i.e. adjusting itself according to the changing data access patterns. 

The most prevalently used replacement algorithms such as Least Recently 

Used, Most Recently Used, Not Recently Used etc may have been proven to 

work well with many applications but they are not dynamic in nature as 

discussed in the earlier section. Irrespective of the data pattern exhibited by the 

applications, they follow the same technique to find out the replacement victim. 

   It was observed that if a replacement algorithm could make decisions 

based on the access history and the current access pattern, the number of 

cache hits received can increase considerably thereby reducing the number of 

misses and improving the overall performance. The primary aim of this 

dissertation is to propose and design such dynamic novel cache replacement 

algorithms and evaluate them against the conventional LRU approach.  

 

1.5. Scope of  Work 

 Managing cache memory involves many challenges that need to be addressed 

from various angles. The behavior of various existing replacement policies on 

shared last level cache is analyzed. In multi-threaded applications shared data 

has to be handled with care because when there is a miss on a data item which is 

shared by multiple threads, the execution of many threads gets stalled. 



Replacement decisions made need to be dynamic and self-adjusting according to 

the workload pattern changes.  Since the size of the cache is small, available 

cache space must be utilized efficiently. Techniques proposed in this work cover 

all the above mentioned aspects while refraining from in-depth focusing on cache 

memory hardware architecture optimizations. 

 

1.6. Research Objectives 

The following are the objectives of this research 

 To augment the cache subsystem of a CMP with novel replacement 

algorithm for improving the performance of shared Last Level Cache 

(LLC).   

 To propose a dynamic and self adjusting cache replacement policy with 

low storage overhead and robustness across workloads.  

 To manage the shared cache efficiently between multiple applications. 

 Make LLC thrash resistant and scan resistant and maximize the utilization 

of LLC, which helps to accelerate overall performance for memory 

intensive workloads 

 

1.7. Contributions 

In order to address the shortcomings of the conventional replacement 

algorithms, three novel counter based replacement strategies, which are 

targeted towards the shared LLC, have been proposed and evaluated over a set 

of multi-threaded benchmarks.  

 First of the three methods, Context based data pattern exploitation 

technique, maximizes the cache performance by closely monitoring and 

adapting itself to the pattern that occurs in the workload sequence with 

the help of a block-level 3-bit counter. Results shows that the overall 

number of hits obtained at the L2 cache level is on average 8% more than 

LRU approach and an improvement of IPC speedup of up to 6% is 

achieved. 



 Logical cache partitioning, which is the second technique, logically partitions 

the cache into four different zones namely – Most likely to be referenced, 

Likely to be referenced, Less likely to be referenced and Never likely to be 

referenced in the decreasing order of their likeliness factor. Replacement 

decisions are made based on likeliness to be referenced by the processor 

in the near future. Results shows that an improvement of up to 9% in overall 

number of hits and 5% in IPC speedup compared to LRU. 

 Finally, Sharing and hit-based prioritizing is an effective novel counter 

based replacement technique, which makes replacement decisions based 

on the sharing nature of the cache blocks. Every cache block is classified 

based on four degrees of sharing namely – not shared (or private), lightly 

shared, heavily shared and very heavily shared with the help of a 2-bit 

counter. This sharing degree information is combined along with the 

number of hits received by the element based on which the replacement 

decisions are made. Results shows that this method achieves 9% 

improvement in the overall number of hits and 8% improvement  in IPC 

speedup compared to baseline LRU Policy. 

 

1.8. Outline of the Thesis 

This thesis is organized into seven chapters which are as follows 

Chapter 2 consists of the literature survey which discusses about a versatile set 

of researches that have been carried out on cache management in single core 

and multi-core architectures. 

Chapter 3 presents a novel counter based replacement technique namely 

Context Based Data Pattern Exploitation Technique. Initially it presents the 

different types of workloads and the basic structure of the policy. Then it 

elaborates on the algorithm and results and finally summarizes the method. 

Chapter 4 presents the Logical Cache Partitioning technique. First it presents 

the proposed replacement policy and finally it evaluates its significance and 

results compared to LRU. 



Chapter 5 describes the novel replacement policy Sharing and Hit-based 

Prioritizing technique and evaluates its performance.  

Chapter 6 discusses about the simulation environment and the benchmarks 

used to evaluate all the three methods and also about the results obtained for all 

the techniques, comparing and contrasting with the results obtained for the 

same set of benchmarks by applying the conventional LRU approach. The final 

section of this chapter presents the storage overhead. 

Chapter 7 wraps up by presenting the conclusion and directions for future work. 

 

1.9. Summary 

This Chapter has provided an overview of the problem associated with 

existing cache replacement policies for shared last level cache present in chip 

multiprocessors and this forms the essential foundation for the chapters 3, 4 and 

5. It has presented an outline of the thesis, specifically devoting three chapters 

to target the drawbacks associated with shared LLC in CMPs. The next chapter 

presents the literature survey of various cache replacement policies for multi-

core processors. 

 



2. LITERATURE SURVEY 

 

2.1. Replacement Policies 

Replacement policies play a crucial role in CMP cache management. 

Considering the on-chip cache memory of a processor, choosing a perfect 

replacement technique is extremely important in determining the performance of 

the system. The more adaptive a replacement technique is to the incoming 

workload, the lesser is the overhead involved in transferring data to and from the 

secondary memory frequently. John Odule and Ademola Osingua have come up 

with a dynamically self-adjusting cache replacement algorithm [2] that makes 

page replacement decisions based on changing access patterns by adapting to 

the spatial and temporal features of the workload. Though it dynamically changes 

to the workload needs, it does not detect changes or make decisions at a finer 

level i.e. at block level which can be crucial when the working set changes quite 

frequently.  

   Many such algorithms which work better than LRU on specific workloads have 

evolved in recent times. One such algorithm is the Dueling Clock (DC) [3] 

algorithm, designed to be applied on the shared L2 cache. But it does not consider 

applications that involve multiple threads executing in parallel. Effectiveness-

Based Replacement technique (EBR) [4] ranks the cache elements within a set, 

based on the recency and frequency of access and chooses the replacement 

victim based on those ranks. In a multi-threaded environment, a miss on shared 

data can be pivotal and calls for more attention which is not provided here. 

Competitive cache replacement [5] proposes a replacement algorithm for 

inclusive, exclusive and partially-inclusive caches by considering two knowledge 

models. Self correcting LRU [6] proposes a technique in which LRU is augmented 

with a framework to constantly monitor and correct the replacement mistakes 

which LRU can tend to make in its execution cycle. Adaptive Block management 

[7] proposes a method to use the victim cache more efficiently thereby reducing 

the number of accesses to L2 cache. 



2.2. Data Prefetching and Cache Bypassing 

   Data prefetching can be very useful in any cache architecture since it helps in 

reducing the cache miss latency [8]. Prediction-Aware Confidence-based Pseudo 

LRU (PAC-PLRU) [9] algorithm efficiently makes use of the pre-fetched 

information and also saves those information from unnecessarily being evicted 

from the cache. There can also be scenarios where the overhead can be reduced 

by promoting the data fetched from the main memory directly to the processor, 

bypassing the cache [10]. Hongliang Gao and Chris Wilkerson’s Dual Segmented 

LRU algorithm [11] has explored the positive aspects obtained from cache 

bypassing in detail. Though cache bypassing [12] can help in reducing the transfer 

overhead, it may not work well with the ‘locality principles’ i.e. bypassing a data 

item likely to be referenced in the near future might not be a good idea. 

   Counter based cache replacement and cache bypassing algorithm [13] tries to 

locate the dead cache lines well in advance and choose them as replacement 

victims, thus preventing such lines from polluting the cache. Augmented cache 

architecture is one that comprises two parts- a larger direct-mapped cache and a 

smaller, fully-associative cache which are accessed in parallel. A replacement 

technique similar to LRU known as LRU-Like algorithm [14] was proposed to be 

applied across augmented cache architectures.  

   Backing up few of the evicted lines in another cache can help in incrementing 

the overall hits received. Adaptive Spill-Receive Cache [15] works on similar lines 

by having a spiller cache (one that ‘spills’ the evicted line) and a receiver cache 

(one that stores the ‘spilled’ lines).But if the cache line reuse prediction is not 

efficient this can result in lots of stale cache lines as the algorithm executes.  

 

2.3. Effectiveness of Cache Partitioning 

   In a multi-processor environment, efficient cache partitioning can help in 

improving the performance and throughput of the system [17,18,19]. Partition 

aware replacement algorithms exploit the cache partitions and try to minimize the 

cache misses [20,21]. Filter based partitioning techniques are widely being 



proposed by many studies [22,24]. Adaptive Bloom Filter Cache Partitioning 

(ABFCP) [23] involves dynamic cache partitioning at periodic intervals using 

bloom filters and counters to adapt to the needs of concurrent applications.  But 

since every processor core is allotted an array of bloom filters, the hardware 

complexity can increase as the number of cores becomes higher. Pseudo LRU 

algorithm (similar to LRU but with lesser hardware complexity) has been proven 

to work well with partitioned caches [25]. Studies have also been conducted in 

enhancing the performance of Non-Uniform Cache Architecture (NUCA) 

[26,27,29]. A dynamic cache management scheme [28] aimed at the Last-Level 

Caches in NUCA claims to have improved the system performance.  

   Although many schemes work well by adapting to the dynamic data 

requirements of the applications, they do not attach importance to data that is 

shared between the threads of the parallel workloads. Hits on such data items not 

only improve the performance of those workloads, but also reduces the overhead 

involved in transferring the data to and from the secondary memory frequently. 

Dynamic cache clustering [31] groups cache blocks into multiple dynamic cache 

banks on a per core basis to expedite data access. Placing the new incoming data 

items into the appropriate cache bank during run time can induce transfer 

overheads though. Smaller split L-1 data caches [32] proposes a split design for 

L1 data cache using separate L-1 array and L-2 scalar caches which has shown 

performance improvements. Yong Chen et al. suggest the use of separate cache 

to store the data access histories and studies its associated prefetching 

mechanism which has produced performance gain [33].  

 

2.4. Embedded System Processors 

   Embedded processors differ from the conventional processors in a way that they 

are tailor-made for very specific applications. Replacement policies are being 

proposed which are targeted towards embedded systems [36,37,38]. Hierarchical 

Non-Most-Recently-Used (H-NMRU) [35] replacement policy is one such 

algorithm that has proven to work well in those processors. [39] deals with the 

cache block locking problem and provides a heuristic and efficient solution 



whereas [40] proposes improved procedure placement policies in the cache 

memory. A Two Bloom Filter (TBF) based approach [42], proposed primarily for 

flash-based cache systems has proven to work well compared to LRU. The 

proposal made by Pepijn de Langen et al. [43] is targeted to improve the 

performance of direct mapped cache for application specific processors. 

Dongxing Bao et al. suggest a method [44] to improve the performance of direct 

mapped cache in which blocks are evicted based on their usage efficiency. This 

method has shown improvement in miss rate. 

 

2.5. Performance of Shared Last-Level Caches 

   Performance of the shared LLC in multi-core architecture plays a crucial role in 

deciding the overall performance of the system, since all the cores will access the 

data present here. Versatile researches [45,46,47] have been conducted in 

improving the shared LLC performance. Phase Change Memory (PCM) with a 

LLC forms an effective low-power consuming alternative to the traditional DRAMs 

in existence. Writeback-aware Cache Partitioning (WCP) [52] efficiently partitions 

the LLC in PCM among multiple applications and Write Queue Balancing (WQB) 

replacement policy [52] helps in improving the throughput of PCM. But one of the 

main drawbacks of PCM is that the writes are much slower compared to DRAM.  

   The Adaptive Cache Management technique [53] combines SRAM and DRAM 

architectures into the LLC and proposes an adaptive DRAM replacement policy 

to accommodate the changing access patterns of the applications. Though it 

reports improvement over LRU it does not discuss on the hardware overhead that 

might result with the change in the architecture. Frequency based LRU (FLRU) 

[54] takes the recent access information, as the LRU does, along with the partition 

and frequency information while making replacement decision. 

   Cache Hierarchy Aware Replacement (CHAR) [55] makes replacement 

decisions in LLC based on the activities that occur in the inner levels of the cache. 

It studies the data pattern that hits/misses in the higher levels of cache and makes 

appropriate decisions in LLC. Yingying Tian et al. [56] have proposed a method 

which also functions on similar lines for making decisions at LLC. But propagating 



such information frequently across various levels of cache might slow down the 

system over a period of time. Cache space is another area of concern. Instead of 

utilizing the entire cache space, an Adaptive Subset Based Replacement Policy 

(ASRP) [57] has been proposed, where the cache space is divided into multiple 

subsets and at any point of time only one subset is active. Whenever a 

replacement needs to be made, the victim is selected only from the active set. But 

there is a possibility of under-utilization of the available cache space in this 

technique. For any replacement algorithm to be successful, it is always essential 

to make good use of the available cache space. This can be achieved by 

eradicating the dead cache lines i.e. the lines which will never be referenced by 

the processor in the future. Lot of researches have been carried out in this area 

[58,59]. But the problem which can arise here is that for applications with an 

unpredictable data access pattern, the process of dead line prediction becomes 

intricate and in the long run the predictor might lose its accuracy. 

   Vineeth Mekkat et al. [60] have proposed a method that focuses on improving 

the LLC performance on heterogeneous multi-core processors by targeting and 

optimizing certain Graphical Processing Unit (GPU) based applications since they 

spawn huge amount of threads compared to any other applications. 

   The effect of miss penalty can have a serious impact on the system efficiency. 

Locality Aware Cost Sensitive (LACS) replacement technique [61] works on 

reducing the miss penalty in caches. It calculates the number of instructions 

issued during a miss for every cache block and when a victim needs to be selected 

for replacement, it selects the block which issues the minimum number of miss 

instructions. While it helps in reducing the miss penalty, it does not attach 

importance to the data access pattern of the application under execution. Another 

replacement policy which is called the LR+5LF [62] policy combines the concepts 

of LRU and LFU to find a replacement candidate. Hardware complexity is an issue 

here. Replacement algorithms that work well with L1 cache may not suit L2 cache. 

Thus choosing an efficient pair of replacement algorithm for L1 and L2 becomes 

important for maximizing the hit rate [63]. Studies have indicated that execution 

history like the initial hardware state of the cache can also impact the sensitivity 



of replacement algorithms [64]. Memory Level Parallelism (MLP) involves 

servicing multiple memory accesses simultaneously which will save the processor 

from stalling due to a single long-latency memory request. Replacement 

technique proposed in [65] incorporates MLP and dynamically makes a 

replacement decision on a miss such that the memory related stalls are reduced. 

Tag based data duplication may occur in the caches which can be exploited to 

eliminate lower-level memory accesses thereby reducing memory latency [66]. 

Demand-Based associativity [67] involves varying the associativity of the cache 

set (basically total number of cache blocks per set) according to the requirements 

of the application’s data access pattern. Storage complexity will be high in this 

method though. Cooperative caching [68] proposes a unified framework for 

managing the on-chip cache. Set pinning [69] proposes a technique for avoiding 

inter-core misses and reducing intra-core misses in a shared cache which has 

shown improvement in miss rate.  

   Adaptive caches [70] propose a method which dynamically selects any two of 

cache replacement algorithms (LRU, LFU, FIFO, and Random) by tracking the 

locality information. Application aware cache [71] tracks the life time of cache 

blocks in shared LLC during runtime for parallel applications and thereby utilises 

the cache space more efficiently.  EDIP [72] proposes a method for memory 

intensive workloads where a new block is inserted at the LRU position and claims 

to have obtained less miss rate than LRU for workloads with large working set. 

 

2.6. Cache Thrashing and Cache Pollution 

   One predominant problem with LRU is that it may result in thrashing (a condition 

where most of the time is spent in replacement and there will not be any hits at 

all) when it is applied for memory intensive applications. Investigations are being 

conducted to reduce the effect of thrashing while making replacement decisions 

[73,74]. Adaptive Insertion Policies [76] have tweaked the insertion policy of LRU 

to reduce the cache miss for memory intensive workloads. It is termed as LRU 

Insertion Policy (LIP) which has outperformed LRU with respect to thrashing. OS 

buffer management technique [73] tries to reduce thrashing in LLCs by adopting 



techniques to improve the management of OS buffer caches. Since it has to 

operate at an OS level, it may pull down the system performance. Evicted-Address 

filter mechanism [75] keeps track of the recently evicted blocks to predict the reuse 

of the incoming cache blocks thereby mitigating the effects of thrashing but at the 

cost of implementation complexity. 

   Cache pollution happens when the cache is predominantly filled up with stale 

data that the processor will never reference in the future. Inefficient cache 

replacement algorithms can lead to cache pollution. Cache line reuse prediction 

techniques [77,78,79] are required to avoid or mitigate cache pollution. Software-

only pollute buffer based approach [45] works on eliminating the LLC polluters 

dynamically using a special buffer that is controlled at the Operating System level 

but as the algorithm executes, it may burden the OS downgrading the 

performance. A Pollution Alleviative L2 cache [80] proposes a method to avoid 

cache pollution that might arise due to the execution of wrong path in case of miss 

predictions and claims to have improved the IPC and cache hit rate. Scalable 

shared cache [81] proposes a method for managing thrashing applications in 

shared LLC of embedded multi-core architectures.  

 

2.7. Prevalence of Multi-Threaded Applications 

   Concurrent multi-threaded applications have become prevalent in today’s 

CMPs. Works have been proposed on how effectively cache can be shared by 

multiple threads running in parallel [82]. Co-operative cache partitioning [83] 

works by efficiently allocating cache resources to threads which are concurrently 

executing on multiple cores. Thread Aware Dynamic Insertion Policy (TA DIP) [84] 

takes the memory requirements of individual applications into consideration and 

makes replacement decisions. Adaptive Timekeeping Replacement (ATR) [85] 

policy is designed to be applied primarily at LLC. It assigns ‘lifetime’ to every cache 

line. Unlike other replacement strategies like LRU, it takes the process priority 

levels and application memory access patterns into consideration and adjusts the 

cache line lifetime accordingly to improve performance. But the condition which 

can lead to thrashing has not been considered in both the methods 



[84,85].Pseudo-LIFO [86] suggests a method for early eviction of dead blocks and 

retain live blocks which improves the cache utilization and average CPI for multi-

programmed workloads.   

 

2.8. Summary 

This Chapter has presented the prior work on various cache replacement 

algorithms like the use cache partitioning and bypassing together with their 

additional overhead involved in implementation. An exhaustive study of prior work 

on cache thrashing and cache pollution has helped in the design of dynamic cache 

replacement schemes that can be applied in high performance processors. The 

next chapter discusses a counter based cache replacement technique for shared 

last level cache in multi-core processors. 



3. CONTEXT-BASED DATA PATTERN EXPLOITATION TECHNIQUE 

   Data access patterns of workload vary across applications. A replacement 

algorithm can aid in improving the performance of the system only when it works 

well majority of the applications in existence. In short, if a replacement algorithm 

could make decisions based on the access history and the current access pattern 

of the workloads, the number of hits received can increase considerably 

[87,88,89]. 

The impact of various cache replacement policies act as the main deciding 

factor of system performance and efficiency in Chip Multi-Core Processors. 

Conventional replacement approaches work well for applications which have a 

well-defined and a predictable access pattern for their workloads. But when the 

workload of the applications is dynamic and constantly changes pattern, 

traditional replacement techniques may fail to produce improvement in the cache 

metrics. Hence this chapter discusses a novel cache replacement policy that is 

targeted towards applications with dynamically varying workloads. Context Based 

Data Pattern Exploitation Technique assigns a counter for every block of the L2 

cache. It then closely observes the data access patterns of various threads and 

modifies the counter values appropriately to maximize the overall performance. 

Experimental results obtained by using the PARSEC benchmarks have shown an 

average improvement of 8% in overall hits at L2 cache level when compared to 

the conventional LRU algorithm. 

  

3.1. Introduction 

 Memory management plays an essential role in determining the performance 

of CMPs. Cache memory is indispensible in CMPs to enhance the data retrieval 

time and to achieve high performance. The level 1 cache or the L1 cache needs 

to be small in size owing to the hardware limitations but since it is directly 

integrated into the chip that carries the processor, accessing it typically takes only 

a few processor cycles when compared to the accessing time of the next higher 

levels of memories. Accessing the L2 cache may not be as fast as accessing the 

L1 cache but since it is larger in size and is shared by all the available cores, 



effectively managing it becomes more important. This chapter puts forth a 

dynamic replacement approach called CB-DPET that is targeted mainly towards 

the shared L2 cache.  

 

3.1.1. Different Types of Application Workloads 

   The following are the types of workload patterns [90] exhibited by many 

applications: Let ‘x’ and ‘y’ denote sequence of references where ‘xi’ denotes the 

address of the cache block. ‘a’, ‘p’ and ‘n’ are integers where ‘a’ denotes the 

number of times the sequence repeats itself. 

   

Thrashing Workload: 

[.. (x1, x2….xn) a ..] a>0, n>cache size 

These workloads have a working set size that is greater than the size of the 

available shared cache. They may not perform well under LRU replacement 

policy. Sample data pattern for a thrashing workload for a cache which can hold 

8 blocks at a time can be as follows 

. . . 8, 9, 2, 6, 11, 20, 4, 5, 10, 16, 80 . . . 

Here, cache_size = 8 blocks, x1 = 8, x11 = 80, n = 11 and a = any value > 0. 

On first scan, elements ‘8’ till ‘5’ will be fetched and loaded into the cache. When 

the next element ‘10’ arrives, the cache will be full and hence replacement has to 

be made. Same is the case for remaining data items like ‘16’, ‘80’ and so on. 

 
Regular Workload: 

[… (x1, x2…. xn -1, xn, xn-1, … x2, x1)a…] n>0, a>0 

Applications possessing this type of workload benefit hugely from the cache 

usage. LRU policy suits them perfectly since the data elements follow stack based 



pattern. Sample data pattern for regular workload for a cache which can hold 8 

blocks at a time can be as follows 

. . . 8, 9, 2, 6, 11, 20, 4, 5, 4, 20, 11 . . . 

Here, cache_size = 8 blocks, x1 = 8, x7 = 4, x8 = 5, n = 8 and a = any value > 0. 

After the cache gets filled up with the eighth element ‘5’, the remaining elements 

‘4’, ‘20’ and ‘11’’ result in back to back cache hits.  

 

Random Workload: 

[…(x1, x2….xn)…] n -› ∞ 

Random workloads possess poor cache re-use. They generally tend to thrash 

under any replacement policy. Sample data pattern for a random workload for a 

cache which can hold 8 blocks at a time can be as follows 

. . . 1, 9, 2, 8, 0, 12, 22, 99, 101, 50, 3 . . . 

 
Recurring Thrashing Workload: 

[… (x1, x2…. xn)
a
 … (y1, y2.. yp)

 … (x2, x1… xn)
 a
 …], a>0, p>0, n>cache size 

Sample data pattern for a recurring thrashing workload for a cache which can hold 

8 blocks at a time can be as follows 

. . . 8, 9, 2, 6, 11, 20, 4, 5, 7, 17, 46, 10, 16, 80, 90, 99, 8, 9, 2 . . . 

Here, cache_size = 8 blocks, x1 = 8, x11 = 46, y1= 10, y5= 99, n = 11 and a = 1. 

On first scan, elements ‘8’ till ‘5’ will be fetched and loaded into the cache. When 

the next element ‘7’ arrives, the cache will be full and hence replacement has to 

be made. Same is the case for remaining data items like ‘17’, ‘46’ and so on. By 

the time the initial pattern recurs towards the end, it would have been replaced 

resulting in cache misses towards the end.  

   
 
 



Recurring Non-Thrashing Workload: 

[… (x1, x2 ….xn)
a
 … (y1, y2 ... yp )

 
 … (x2, x1… xn)

 a
 …], a>0, p >0, n<=cache size 

 
It is similar to the thrashing workload but with a recurring pattern in between. 

Sample data pattern for a recurring non-thrashing workload for a cache which can 

hold 8 blocks at a time can be as follows 

. . . 8, 9, 2, 6, 11, 20, 4, 5, 10, 16, 80, 8, 9, 2 . . . 

Here, cache_size = 8 blocks, x1 = 8, x8 = 5, y1= 10, y3= 80, n = 8 and a = 1. 

On first scan, elements ‘8’ till ‘5’ will be fetched and loaded into the cache. When 

the next element ‘10’ arrives, the cache will be full and hence replacement has to 

be made. Same is the case for remaining data items like ‘16’ and ‘80’. Again the 

initial pattern recurs towards the end. If LRU is applied here, it will result in 3 cache 

misses towards the end as it would have replaced data items ‘8’, ‘9’ and ‘2’.   

   In the recurring non-thrashing pattern, if ‘n’ is large, then LRU can result in sub-

optimal performance. Data items x2 to xn which reoccur after a short burst of 

random data (y1 to yp) may result in cache miss. The problem here is even if a 

data item receives many cache hits in the past, if it is not referenced by the 

processor for a brief period of time, LRU evicts the item from the cache.  When 

the processor looks for that data item again it results in a miss. This stresses the 

need for a replacement technique that adapts itself to the changing workload and 

makes replacement decisions appropriately. 

This chapter’s contribution includes,      

 A novel counter based replacement algorithm called CB-DPET which tries 

to maximize the cache performance by closely monitoring and adapting 

itself to the pattern that occurs in the sequence.  

 Association of a 3-bit counter (which will be referred to as the PET counter 

from here onwards) with every cache block in the cache set.  

 A set of rules to adjust the counter value whenever an insertion, promotion 

or a replacement happens such that the overall hit percentage is 

maximized.  



 Extension of the method to suit multi-threaded applications and also to 

avoid cache thrashing.  

 PET counter boundary determination such that there will not be any stale 

data in the cache for longer periods of time, i.e. non-accessed data ‘mature’ 
gradually with every access and gets removed at some point of time to 

pave the way for new incoming data sets. 

 

 

3.2. Basic Structure of CB-DPET: 

    This section and the following sub-sections elaborate on the basic concepts 

that make up CB-DPET- namely DPET and DPET-V.  Mapping method is set-

associative mapping [1]. A counter called the PET counter is associated with every 

block in the cache set. Conceptually this counter holds the ‘age’ of each and every 

cache block. The maximum value that the counter can hold is set to 4 which imply 

that only 3 bits are required to implement it at the hardware level, thereby not 

increasing the complexity. The minimum value that the counter can hold is ‘0’. The 

maximum upper bound value that the counter can hold is actually ‘7’ (23-1) but the 

value of ‘4’ has been chosen. This is because, any value that is chosen past 6 can 

result in stale data polluting the cache for longer periods of time. Similarly if a 

value below ‘3’ had been chosen, the performance will be more or less similar to 

that of NRU. Thus the upper bound was taken to be ‘4’. The algorithm which 

implements the task of assigning the counter values based on access pattern is 

referred as the ‘Age Manipulation Algorithm’ (AMA). 

 

3.3. DPET 

   A block with a lower PET counter value can be regarded as ‘younger’ when 

compared to a block having a higher PET value. Initially the counter values of all 

the blocks are set to ‘4’. Conceptually every block is regarded as ‘oldest’. So in 

this sense, the block which is considered to be the ‘oldest’ (PET counter value 4) 

is chosen as a replacement candidate when the cache gets filled up. If the oldest 

block cannot be found, the counter value of every block is incremented 

continuously till the oldest cache block is found. This block is then chosen for 



replacement.  Once the new block has been inserted into this slot, AMA 

decrements the counter associated with it by ‘1’ (it is set to ‘3’). This is done 

because the block can no more be regarded as ‘oldest’, as it has been accessed 

recently. Also it cannot be given a very low value as the AMA is not sure about its 

future access pattern. Hence it is inserted with a value of ‘3’. When a data hit 

occurs, that block is promoted to the ‘youngest’ level irrespective of which level it 

was in previously.  By this way, more time is given for data items which repeat 

themselves in a workload to stay in the cache.  

 

To put this in more concrete terms,  

A. DPET associates a counter, which iterates from ‘0’ to ‘4’, with every cache 

block. 

B. Initially the counter values of all the blocks are set to ‘4’. Conceptually every 

block is regarded as ‘oldest’. 

C. Now when a new data item comes in, the oldest block needs to be replaced. 

Since contention can arise in this case, AMA chooses the first ‘oldest’ block 

from the bottom of the cache as a tie-breaking mechanism.  

D. Once the insertion is made, AMA decrements the counter associated with it by 

‘1’ (it is set to ‘3’). This is done because the block can no more be regarded as 
‘oldest’, as it has been accessed recently. Also it cannot be given a very low 
value as the AMA is not sure about its future access pattern. Hence it is 

inserted with the value of ‘3’. 
E. In the case where all the blocks are filled up (without any hits in between), 

there will be a situation where all the blocks will have a PET counter value of 

‘3’.  Now when a new data item arrives, there is no block with a counter value 

of ‘4’. As a result, AMA increments all the counter values by ‘1’ and then 
performs the check again. If a replacement candidate is found this time, AMA 

executes steps C and D again. Otherwise it again increments the values. This 

is carried out recursively until a suitable replacement candidate is found.  

F. Now consider the situation where a hit occurs for a particular data item in the 

cache. This might be the start of a specific data pattern. So AMA gives high 



priority to this data item and restores its associated PET counter value to ‘0’ 
terming it as the ‘youngest’ block. 

 

On the other hand, if a miss is encountered, the situation becomes quite similar 

to what AMA dealt with in the initial steps, i.e. it scans all the blocks from the 

bottom to find the ‘oldest’ block. If found it proceeds to replace it. Otherwise the 

counter values are incremented and once again the same search is performed 

and this process goes on till a replacement candidate is found.   

 

3.4. DPET-V : A Thrash-Proof Version 

 
   This method is a variant of DPET (In the following sections, it will be referred to 

as DPET-V). Some times for workloads with a working set greater than the 

available cache size, there is a possibility that there will not be any hits at all. The 

entire time will be spent only in replacement. This condition is often referred to as 

thrashing. The performance of cache can be improved if some fraction of 

randomly selected working set is retained in the cache for some more time which 

will result in increase in cache hits Hence very rarely, AMA decrements the PET 

counter value by ‘2’ (instead of ‘1’) after an insertion is made. So the new counter 

value post insertion will be ‘2’ instead of ‘3’. Conceptually it allows more time for 

the data item to stay in the cache. This technique is referred to as DPET-V. The 

probability of inserting with ‘2’ is chosen approximately as 5/100, i.e. out of 100 

blocks, the PET counter value of (approximately) 5 blocks will be set to ‘2’ while 

the others will be set to ‘3’ during insertion.  

 

  

Fig 3.1 Data sequence which will result in thrashing for DPET 

 

 

 

Algorithm 1: Implementation for Cache Miss, Hit and Insert Operations  

 



Init: 

  Initialize all blocks with PET counter value ‘4’. 

 

Input: 

  A cache set instance 

Output: 

  removing_index /** Block id of the victim **/ 

 

Miss: 

   /** Invoke FindVictim method. Set is passed as parameter **/  

 

   FindVictim(set): 

      /** Infinite Loop **/ 

      while 1 do 

         removing_index = -1; 

         /** Scanning from the bottom **/ 

         for  i=associativity-1 to 0  do 

             if set.blk[i].pet == 4 then 

                 /** Block Found. Exit Loop **/ 

                 removing_index = i;   

              break;  

          if removing_index == -1 then 

           for i=associativity-1 to 0 do  

                    /** Increment all blocks pet value by 1 and search again **/ 

                    set.blks[i].pet  =  set.blks[i].pet  + 1 

          else 

                break;  /** break from main while loop **/  

   return removing_index; 

Hit: 

   set.blk.pet = 0; 

 



Insert:  

   set.blk.pet = 3; 

 

Correctness of Algorithm 

 

Invariant:  

At any iteration i, the PET counter value of set.blk[i] either holds a value of ‘4’ or 

a value in the range of ‘0’ to ‘3’. 

 

Initialization: 

  When i = 0, set.blk[i].pet will be ‘4’ initially. After being selected as victim and 

after the new item has been inserted, set.blk[i].pet will be ‘3’. Hence invariant 

holds good at initialization. 

 

Maintenance: 

  At i=n, set.blk[i].pet will contain  

either zero (if a cache hit has happened) or  

set.blk[i].pet will have ‘3’ (if it has been newly inserted).  

set.blk[i].pet will hold ‘1’ or ‘2’ or ‘4’ (if a replacement needs to be made but 

block with PET counter ‘4’ not yet found). Hence invariant holds good for i = n. 

Same case when i = n+1 as the individual iterations are mutually exclusive. Thus 

invariant holds good for i = n + 1. 

 

Termination: 

   The internal infinite loop will terminate when a replacement candidate is found. 

A replacement candidate will be found for sure in every run since the counter value 

of individual blocks is proven to be in the range ‘0’ to ‘4’. A candidate is found as 

and when a counter value reaches ‘4’. Since an increment by ‘1’ is happening for 

all the blocks until a value of ‘4’ is found, the boundary condition “if set.blk[i].pet 

== ‘4' ” is bound to hit for sure, terminating the loop after a finite number of runs. 

The invariant can also be found to hold good for all the cache blocks present 

when the loop terminates. 



   It is observed that if DPET is applied over the working set shown in Fig 3.1 there 

will not be any hits at all (Fig 3.2(i)). After the first burst {8,9,2,6,5,0}, the PET 

counter value of all blocks is set to ‘3’. When the next burst {11,12,1,3,4,15} 

arrives, none of them results in a hit. Now when the third burst arrives, again all 

the old blocks are replaced with new ones.. Fig 3.2(ii) shows the action of DPET-

V over the same data pattern. According to DPET-V, AMA has randomly selected 

two blocks (containing data items {5} and {2}) whose counter values have been 

set to ‘2’ instead of  ‘3’ while inserting the data burst 1. Now when burst 2 arrives, 

those two blocks are left untouched as their PET counter values have not matured 

to ‘4’ yet. Finally when the third burst of data {2,9,5,8,6} arrives, it results in two 

hits more ( for {5} and {2} ) compared to DPET. Hence by giving more time for 

those two blocks to stay in cache, the hit rate has been improved. Fig 3.3(i), 3.3(ii), 

3.3(iii) and 3.3(iv) shows the working of CB-DPET in the form of a flow diagram. 

 

   

                                                        (i)                                                       (ii) 

Fig 3.2 (i) Contents of the cache at the end of each burst for DPET   

                 (ii) Contents of the cache at the end of each burst for DPET-V 
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Fig 3.3 (i) CB-DPET flow Diagram 
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Fig 3.3 (ii) Victim Selection flow 
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Fig 3.3 (iii) Insert flow- DPET 
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Fig 3.3 (iv) Insert flow DPET-V 

 



3.5. Policy Selection Technique 

   A few test sets in the cache are allocated to choose between DPET and DPET-

V. Among those test sets, DPET is applied over a few sets and DPET-V is applied 

over the remaining sets and they are closely observed. Based on the performance 

obtained here, either DPET or DPET-V is applied across the remaining sets in the 

cache (apart from the test sets). A separate global register (which from here 

onwards will be referred to as Decision Making register or DM register) is 

maintained to keep track of the number of misses encountered in the test sets for 

both the techniques. Initially the value of this register is set to zero.  

 

 

                            

Fig 3.4 Policy selection using DM register 
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Fig 3.5 CB-DPET Policy selection flow  

 

For every miss encountered in a test set which has DPET running on it, the 

register value is incremented by one and for every miss which DPET-V produce 

in its test sets, AMA decrements the register value by one. Effectively, if at any 



point of time the DM register value is positive, then it means that DPET has been 

issuing many misses. Similarly if the register value goes negative, it indicates that 

DPET-V has resulted in more misses. Based on this value, AMA makes the apt 

replacement decision at run time. This entire algorithm which alternates 

dynamically between DPET and DPET-V is termed Context Based DPET. Fig 3.4 

depicts the policy selection process. Fig 3.5 shows the Victim selection process. 

 

3.6. Thread Based Decision Making  

   The concept of CB-DPET is extended to suit multi-threaded applications with a 

slight modification. For every thread a DM register and few test sets are allocated. 

Before the arrival of the actual workload, in its allocated test sets each thread is 

assigned to run DPET for one half and DPET-V for the remaining half of the test 

sets. The sets running DPET (or DPET-V) need not be consecutive. These sets 

are selected in a random manner. They can occur intermittently i.e. a set assigned 

to run DPET can immediately follow a set that is assigned to run DPET-V or vice 

versa. On the whole, the total number of test sets allocated for each thread is 

equally split between DPET and DPET-V. Now when the actual workload arrives, 

the thread starts to access the cache sets. Two possibilities arise here.  

 

Case 1: 

The thread can access its own test set. Here, if there is data miss, it records the 

number of misses in its DM register appropriately depending on whether DPET or 

DPET-V was assigned to that set as discussed in the previous section.  

 

Case 2: 

The thread gets to access any of the other sets apart from its own test sets. Here, 

either DPET or DPET-V is applied depending on the thread’s DM register value. 

If this access turns out to be the very first cache access of that thread, then its DM 

register will have a value of ‘0’, in which case the policy is chosen as DPET.  

 



3.7. Block Status Based Decision Making  

   When more than one thread tries to access a data item, it can be regarded as 

shared data. Compared to data that is accessed only by one thread (private data), 

shared data has to be placed in the cache for a longer duration. This is because 

multiple threads try to access those data at different points of time and if a miss is 

encountered, the resulting overhead would be relatively high. Taking this into 

consideration, it is possible to find out whether each block has shared or private 

data (using the id of the thread that accesses it) and decide on the counter values 

appropriately. To serve this purpose, there is a ‘blockstatus’ register associated 

with every cache block. When a thread accesses that block, its thread id is stored 

into the register. Now when another thread tries to access the same block, the 

value of the register is set to some random number that does not fall within the 

accessing threads’ id range. So if the register holds that random number, the 

corresponding block is regarded as shared. Otherwise it is treated as private. 

 

3.8. Modification in the Proposed Policies  

   In case of DPET, when a block is found to be shared, insertion is made with a 

counter value of ‘2’ instead of ‘3’. Similarly in DPET-V, for shared data, insertion 

is always made with a PET counter value of ‘2’. If a hit is encountered in either of 

the methods, the PET counter value is set to ‘0’ (as discussed earlier) only if the 

block is shared. For private blocks, the counter value is set to ‘1’ when there is a 

hit. 

 

 
    

Fig 3.6 Data sequence containing a recurring pattern {1,5,7} 

 

 

3.9. Comparison between LRU, NRU and DPET 

3.9.1. Performance of LRU 

   The behaviour of LRU for the data sequence in Fig 3.6 is shown in Fig 3.7. It is 

assumed that there are five blocks in the cache set under consideration. Fig. 3.7 



shows the working of the LRU replacement policy over the given data set. The 

workload sequence (divided into bursts) is specified in the Fig. 3.7. Below every 

data, ‘m’ is used to indicate a miss in the cache and ‘h’ is used to indicate a hit. 

Alphabet ‘N’ in the cache denotes Null or Invalid data. The cache set can be 

viewed as a queue with insertions taking place from the top of the queue and 

deletion taking place from the bottom. Additionally, if a hit occurs, that particular 

data is promoted to the top of the queue, pushing other elements down by one 

step. Hence at any point of time, the element that has been accessed recently is 

kept at the top and the ‘least recently used’ element is found at the bottom, which 

becomes the immediate candidate for replacement. In the above example, initially 

the stream {1, 5, 7} results in miss and the data is fetched from the main memory 

and placed in the cache.  

                                                                                        

 

Fig 3.7 Behaviour of LRU for the data sequence 

Now data item {7} will hit and it is brought to the top of the queue (in this case it is 

already at the top). Data items {1} and {5} results in two more consecutive hits 

bringing {5} to the top. The ensuing elements {9, 6} results in misses and are 

brought into the cache one after another. Among the burst {5, 2, 1} the data item 

{2} alone misses. Then {0} too results in a miss and is brought from the main 



memory. In the stream {4,0,8} the data item {0} hits. And finally the burst {1, 5, 7} 

re-occurs towards the end where {5, 7} will result in two misses as indicated by 

Fig. 3.8. The overall number of misses encountered here amounts to eleven. 

 

3.9.2. Performance of NRU 

   The working of NRU on the given data set is shown in Fig. 3.8. NRU associates 

a single bit counter with every cache line which is initialized to ‘1’. When there is 

a hit, the value is changed to ‘0’. A ‘1’ indicates that the data block has remained 

unreferenced in the cache for a longer period of time compared to other blocks. 

Thus the block from the top which has a counter value of ‘1’ is selected as a victim 

for replacement. Scanning from the top helps in breaking the tie. If such a block 

is not found, the counter values of all the blocks are set to ‘1’ and a search is 

performed again. In Fig. 3.8, counter values which get affected in every burst are 

underlined for more clarity. As it is observed from the figure, NRU results in one 

miss more than the overall misses encountered in LRU. Towards the end, the 

burst {5,7} result in two misses. This is primarily because NRU tags the stream 

{5,7} as ‘not-recently used’ as it had not seen them for some time and thus 

chooses them as replacement victims.  In the long run, as the data set size 

increases in a similar fashion, the number of misses will increase considerably. 

   One feature that is common between both algorithms is that they follow the 

same technique irrespective of the pattern that the data set follows. This might 

minimize the hit rate in some cases. In case of LRU, if an item is accessed by the 

processor, it is immediately taken to the top of the queue thereby pushing the 

remaining set of elements one step below, irrespective of whatever pattern the 

data set might follow thereafter. Thus even if any element in this group, that gets 

pushed down, repeats itself after some point of time, it might have been marked 

as ‘least recently used’ and evicted from the cache. NRU is also not powerful as 

it has only a single bit counter, which does not allocate enough time for data items 

which might be accessed in the near future.  



       

 

Fig 3.8 Behaviour of NRU for the data sequence 

 

3.9.3. Performance of DPET  

   Fig. 3.9 shows the contents of the cache at various points when DPET is 

applied, along with the burst of input data which is processed at that moment. The 

PET counter value associated with every block is shown, as a sub-script to the 

actual data item and the counter value of the block which is directly affected at 

that instant is underlined for more clarity. The input data set has the letters ‘m’ and 

‘h’ under every data item to indicate a miss or a hit respectively. The behaviour is 

studied with a cache set consisting of five blocks. Initially AMA assigns a value of 

‘4’ to PET counters associated with all the blocks. As seen from figure, the burst 

{1,5,7,7} arrives initially. Data items {1,5,7} are placed in the cache in a bottom up 

fashion and their PET values are decremented by ‘1’. Now when the data item {7} 

arrives again, it hits in the cache and thus the counter value associated with {7} is 

made ‘0’. Data items {1,5} arrive individually and result in two hits. The 

corresponding PET values are set to ‘0’ as indicated in the figure. The next burst 

contains elements {9,6}, both resulting in cache misses. They are fetched from 

the main memory and stored in the remaining two blocks of the cache set and 



their counter values are decremented appropriately. The fifth data burst comprises 

the data items {5,2,1}. Among these, {5} is already present in the cache and hence 

its counter value is set to ‘0’. Data item {2} is not present in cache. So as with 

DPET, AMA searches for a replacement candidate bottom up, which has its 

counter value set to ‘4’. Since such a block could not be found, the PET values of 

all the blocks are incremented by ‘1’ and the search is performed again. Now the 

PET value of the block containing {9} would have matured to ‘4’ and it is replaced 

by {2} and its counter value is decremented to ‘3’. Data item {1} hits in the cache. 

The overall number of misses is reduced compared to LRU and NRU. 

 

 

Fig 3.9 Behaviour of DPET for the data sequence 

 

3.10. Results 

   To evaluate the effectiveness of the replacement policy on real workloads, a 

performance analysis has been done with Gem5 simulator using PARSEC 

benchmark programs, discussed in Chapter 6, as input sets. The results are 

shown in this section. 

 

3.10.1. CB-DPET Performance 



   The effectiveness of this method is visible in the following figures as it has 

surpassed the LRU. Fig. 3.10 shows the overall number of hits obtained for each 

workload with respect to CB-DPET and LRU at L2 cache. The overall number of 

hits obtained in the ROI is taken. These numbers have been scaled down by 

appropriate factors to keep them around the same range. It is observed from the 

figure that CB-DPET has resulted in improvement in the number of hits compared 

to LRU for majority of the workloads with fluidanimate showing a high 

performance with respect to baseline policy. 

 

           Fig 3.10 Overall number of hits recorded in L2 cache 

 

Fig. 3.11 shows the hit rate obtained for individual benchmarks. Hit rate is given 

by the following expression.  

 Hit Rate = Overall number of hits in ROIOverall number of accesses in ROI  … … …  

 

Six of the seven benchmarks have reported improvements in the hit rate. 

Fluidanimate shows maximum improvement of 8% whereas swaptions and vips 

have exhibited hit rates on par with LRU.  
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   Fig. 3.12 shows the number of hits obtained in the individual parallel phases. As 

discussed earlier, the ROI can be further divided into two phases denoted by PP1 

(Parallel Phase 1) and PP2 (Parallel Phase 2). These phases need not be equal 

in complexity, number of instructions, etc. There can be cases where PP1 might 

be more complex with a huge instruction set compared to PP2 or vice versa. The 

number of hits recorded in these phases is shown in the graph  in Fig. 3.12. CB-

DPET has shown an increase in hits in most of the phases of majority of the 

benchmarks. 

 

 

Fig 3.11 L2 cache hit rate 

 

  Miss latency at a memory level refers to the time spent by the processor to fetch 

a data from the next level of memory (which is the primary memory in this case) 

following a miss in that level of memory. Miss latency at L2 cache for individual 

cores is shown in Fig. 3.13. It is usually measured in cycles. To present it in a 

more readable format, it has been converted to seconds using the following 

formula:  

 Miss latency in secs = Miss latency in cyclesCPU Clock Frequency … … …  

0

0.2

0.4

0.6

0.8

1

1.2

H
it

 R
a

te
 

Benchmarks

L2 cache hit rate

LRU

DPET



The impact of miss latency is an important factor to be taken into consideration. If 

the miss latency is greater, it means that the overhead involved in fetching the 

data will be high thereby resulting in performance bottleneck.  

 

 

Fig 3.12 Hits recorded in individual phases of ROI 
 

 

Fig 3.13 Miss latency at L2 cache for individual cores 

Overall miss latency at L2 is also shown in Fig. 3.13. Note that this is with respect 

to the ROI of the benchmarks. Considerable reduction in latency is observed 
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across the majority of the benchmarks. Vips has shown a maximum reduction in 

Overall miss latency. Except ferret and swaptions, all the other workloads have 

shown reduction in the overall miss latency. 

 Percentage increase in Hits = Hits in CBDPET − Hits in LRUHits in LRU ∗ … … …  

 

 

Fig. 3.14 shows the percentage increase in hits obtained from CB-DPET 

compared to LRU. The figure shows that there is an increase in the hit percentage 

for all the benchmarks except ferret. Swaptions exhibiting the highest percentage 

increase of 13.5% whereas dedup has shown a 2% increase. An approximate 8% 

improvement over LRU is obtained as the average hit percentage when CB-DPET 

is applied at the L2 cache level. This is because CB-DPET adapts to the changing 

pattern of the incoming workload and retains the frequently used data in the 

cache, thus maximizing the number of hits. Fig. 3.15 shows the overall number of 

misses recorded by each benchmark.  Decrease in the number of misses is 

observed across majority of the benchmarks compared to LRU. 

 
 
                Fig 3.14 Percentage increase in L2 cache hits  
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              Fig 3.15 Overall number of misses at L2 Cache 
 
 

3.11. Summary 

    When it comes to concurrent multi-threaded applications in a CMP 

environment, LLC plays a crucial role in the overall system efficiency. 

Conventional replacement strategies may not be effective in many instances as 

they do not adapt dynamically to the data requirements. Numerous researches 

[45,46,79,90] are being conducted to find novel ways for improving the efficiency 

of the replacement algorithms applied at LLC. Both LRU and NRU schemes tend 

to perform poorly on data sets possessing irregular patterns because they do not 

store any extra information regarding the recent access pattern of the data items. 

They make decisions purely based on the current access only [15,45,51,79]. This 

chapter hence proposes a scheme called CB-DPET which tries to address the 

shortcomings arising from the conventional replacement methods and improve 

the performance. 

In this chapter, the following are the conclusions 

 CB-DPET takes a more systematic and access-history based decision 

compared to LRU. A counter associated with every cache block tracks the 
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behavior of application access pattern and makes the replacement, insertion 

and promotion decisions.  

 DPET-V is a thrash proof version of DPET. Here some randomly selected data 

items are allowed to stay in the cache for a longer time by adjusting the counter 

values appropriately.  

 In multi-threaded applications, a DM register and some test sets are allocated 

for every thread. Based on the number of misses in the test sets, a best policy 

is chosen for the remaining sets. 

 These algorithms are made thread-aware by using the thread id. Based on the 

thread id, it can identify which thread is trying to access the cache block, so 

when multiple threads try to access the same block, it is tagged as shared and 

allow that block to stay in the cache for more time compared to other blocks 

by appropriately adjusting their counter values. 

Evaluation results on PARSEC benchmarks have shown that CB-DPET has 

reported an average improvement in the overall hits (up to 8%) when compared 

to LRU at the L2 cache level. 

 

 

 

 



4. LOGICAL CACHE PARTITIONING TECHNIQUE 

   It is imperative for any level of cache memory in a multi-core architecture to have 

a well defined, dynamic replacement algorithm in place to ensure consistent 

superlative performance [92,93,94,95]. At L2 cache level, the most prevalently 

used LRU replacement policy does not acquaint itself dynamically to the changes 

in the workload. As a result, it can lead to sub-optimal performance for certain 

applications whose workloads exhibit frequently fluctuating patterns. Hence many 

works have strived to improve performance at the shared L2 cache level 

[91,98,99]. 

    To overcome the limitation of this conventional LRU approach, This chapter 

proposes a novel counter-based replacement technique which logically partitions 

the cache elements into four zones based on their ‘likeliness’ to be referenced by 

the processor in the near future. Experimental results obtained by using the 

PARSEC benchmarks have shown almost 9% improvement in the overall number 

of hits and 3% improvement in the average cache occupancy percentage when 

compared to LRU algorithm. 

 

4.1. Introduction 

   Cache hits play a vital role in boosting the system performance. When there are 

more hits, the number of transactions with the next levels of memories is reduced 

thereby expediting the overall data access time. Many replacement techniques 

use the cache miss metric to determine the replacement victim but in this chapter, 

choosing the victim is based on the number of hits received by the data items in 

the cache. Based on the hits received, the cache blocks are logically partitioned 

into separate zones. These virtual zones are searched in a pre-determined order 

to select the replacement candidate. 

Contribution of this chapter includes, 

 A novel counter based replacement technique that logically partitions the 

cache into four different zones namely – Most Likely to be Referenced (MLR), 



Likely to be Referenced (LR), Less Likely to be Referenced (LLR), Never 

Likely to be Referenced (NLR) in the decreasing order of their likeliness 

factor.  

 Replacement, insertion and promotion of data elements within these zones 

in such a manner that the overall hit rate is maximized. 

 Association of a 3-bit counter with every cache line to categorize the 

elements into different zones. On a cache hit, the corresponding element 

is promoted from one zone to another zone.  

 Replacement candidates selection from the zones in the ascending order 

of their ‘likeliness factor’ i.e. the first search space for the victim would be 

the never likely to be referenced zone, followed by the subsequent zones 

till the most likely to be referenced zone is reached.  

 Periodic zone demotion of elements also occurs to make sure that stale 

data does not pollute the cache.   

 

4.2. Logical Cache Partitioning Method 

       LCP uses a 3-bit counter to dynamically shuffle the cache elements and logically 

partition them into four different zones based on their likeliness to be referenced by 

the processor in the near future. This counter  will be referred to as LCP (Logical 

Cache Partitioning) counter in subsequent sections. The lower and upper bounds for 

the counter are set to ‘0’ and ‘7’ respectively. The prediction about the likeliness of 

reference of the data items is made with the help of the hits encountered in the cache. 

As the number of hits for a particular element increases, it is moved up the zone 

list till it reaches the MLR region. 

      Only if it stays unreferenced for quite an amount of time, it is evicted from 

the cache. As their names imply, the zones are arranged in the decreasing order 

of their likeliness factor. Table 4.1 shows the counter values and their 

corresponding zones. Any replacement policy consists of three phases-

Replacement, Insertion and Promotion and so does this method. Each of which is 

explained in the subsequent sub-sections.  

 



Table 4.1 LCP zone categorization 

    
 Counter Value 

Range 

 
Zone 

 
6-7 

 
MLR 

 
3-5 

 
LR 

 
1-2 

 
LLR 

 
0 

 
NLR 

    

        

4.3. Replacement Policy 

   When a miss is encountered in the cache, the data item is fetched from the 

secondary memory and brought into the cache thereby replacing one of the 

elements which was already present in the cache. This element is often referred to 

as the victim. The process of selecting a victim needs to be efficient in order to 

improve the hit rate. In this method, the victim is selected from the zones in the 

increasing order of their likeliness factor. Any cache line which comes under the 

NLR zone is considered first for replacement. If no such line is found search is 

performed again to check if any element falls in the LLR region and so on till MLR 

is reached. If two or more lines possess the same counter value that is considered 

for replacement during that iteration, the line that is encountered first is chosen as 

the victim.  

   Once the replacement is made, LCP counters of all the other data elements are 

decremented by ‘1’.This is done to carry out gradual zone demotion as discussed 

earlier to flush out unused data items from the cache. 

 

4.4. Insertion Policy 

   This phase is encountered as soon as the replacement candidate is found. The 

new incoming data item is inserted into the corresponding cache set and its LCP 

counter value is set to ‘2’ (LLR zone). 

 



4.5. Promotion Policy 

   A hit on any data item in the cache calls for the promotion phase. The LCP value 

associated with the cache line is incremented to the final value of its immediate 

upper zone. For example, if it was earlier in the LLR zone (LCP value ‘1’ or ‘2’), 

its LCP value is set to ‘5’ i.e. the element now falls within the LR zone. By 

transferring elements within the zone according to the workload pattern, LCP has 

proven to be more dynamic than LRU. 
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Fig 4.1(i) LCP flow diagram 



4.6. Boundary Condition 

It is essential that the LCP counter value does not overshoot its specified range. 

Thus whenever it is modified, a boundary condition check is carried out to ensure 

that the value does not go below ‘0’ or beyond ‘7’. Fig.  4.1(i), 4.2(ii) shows the 

working of LCP.  
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Fig 4.1 (ii) Victim Selection flow for LCP 

 



 

Algorithm 2: Implementation for Cache Miss, Hit and Insert Operations  

  

Init: 

  Initialize all blocks with LCP counter value ‘0’. 

Input: 

  A cache set instance 

Output: 

  removing_index  /** Block id of the victim **/ 

 

Miss: 

   /** Invoke FindVictim method. Set is passed as parameter **/  

   FindVictim (set): 
      i = 0 

      removing_index = -1 

      while i < 8 do 

         /** Scanning the set **/ 

         for  j = 0 to associativity do 

             /** Search from the NLR zone. LCP counter = 0 **/     

             if set.blks[j].lcp == i then 

                 /** Block Found. Exit Loop **/ 

                 removing_index = i;   

                 break; 

         if removing_index ! = -1 then 

              break;    

         i = i + 1; 

       for  i = 0 to associativity do 

          /** Gradual Zone Demotion **/ 

          if set.blks[j].lcp>0 then          

              set.blks[j].lcp = set.blks[j].lcp – 1; 

       return removing_index 

   

Hit: 

    /** Boundary Condition Check **/      



    if set.blk.lcp ! = 7 then 

      /** NLR Zone. Promote to LLR **/      

      if set.blk.lcp == 0 then  

     set.blk.lcp = 2; 

      /** LLR Zone. Promote to LR **/      

      else if set.blk.lcp == 1 or set.blk.lcp == 2 then 

     set.blk.lcp = 5; 

      /** LR Zone. Promote to MLR **/ 

      else 

       set.blk.lcp = 7 

  

Insert:  

     /** LR Zone **/ 

    set.blk.lcp = 2; 

 

 

Correctness of Algorithm 

 

Invariant: At any iteration i, the LCP counter value of set.blk[i] holds a value in 

the range [0,7]. 

 

Initialization: 

  When i = 0, set.blk[i].lcp will be ‘0’ initially. After being selected as victim and 

after the new item has been inserted, set.blk[i].lcp will be set to ‘2’. Hence 

invariant holds good at initialization. 

 

Maintenance: 

  At i = n, set.blk[i].lcp will contain  

either zero (Cache block yet to be occupied for the first time) or  

set.blk[i].lcp will have ‘2’ (If it has been newly inserted) or 

set.blk[i].lcp will have ‘1’ or ‘3’ or ‘4’ or ‘6’ (As a part of gradual zone demotion)  

set.blk[i].lcp will hold ‘5’ or ‘7’ (On a cache hit from previous zone). 



“if blk.lcp ! = 7” condition ensures that the lcp counter value does not overshoot 

its range.  Hence invariant holds good for i = n. 

Same case when i = n+1 as the individual iterations are mutually exclusive. Thus 

invariant holds good for i = n + 1. 

 

 

 

                               Fig 4.2 Working of LRU and LCP for the data set 



Termination: 

   Increment of the loop control variable ‘i’ ensures that the loop terminates within 

finite number of runs which is ‘8’ in this case. The condition “if set.blks[j].lcp>0” 

ensures that the lcp counter value of the block does not go below ‘0’. The 

invariant can also be found to hold good for all the cache blocks present 

when the loop terminates. 

 

4.7. Comparison with LRU 

The following data set is considered. 

. . .  2 9 1 7 6 1 7 5 9 1 0 7 5 4 8 3 6 1 7 . . . 

   It is observed that data items 1 and 7 occur frequently. Fig.  4.2 shows the 

working of LRU and LCP on this data pattern. Assume that the cache can hold 4 

blocks at a time. Incoming data items at that point of time are shown in the leftmost 

column. 

   In the right most column, ‘m’ indicates a miss and ‘h’ indicates hit. Initially the 

cache contains invalid blocks. Counter values associated with all the blocks are 

set to -1. After applying both the techniques, LCP has resulted in 3 hits more than 

LRU. Frequently occurring data items 1 and 7 have resulted in hits towards the 

end unlike LRU. This is primarily because LRU follows the same approach 

irrespective of the workload pattern and tags 1 and 7 as ‘least recently used’. 

4.8. Results 

   Full system simulation using Gem5 simulator with PARSEC benchmarks 

(discussed in Chapter 6) as input sets shows improvement in many cache metrics. 

To measure the performance of LCP, metrics like hit percentage increase, number 

of replacements made at L2, average cache occupancy and miss rate are used. 

Results are shown for two, four and eight core systems. 

 

 



4.8.1. LCP Performance 

Subsequently, the term LCP will be used to represent this method in the graphs. 

Percentage increase in the overall number of hits at L2 is shown in Fig. 4.3.  

 

 

 

 

 

 

                          

 

 

       

                    Fig 4.4 Difference in number of replacements made at L2 cache 

Fig. 4.4 shows the total number of replacements made at L2. Fig. 4.5 shows the 
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Fig 4.3 Percentage increase in overall number of hits at L2 cache 
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average L2 cache occupancy percentage for all the workloads. Fig. 4.6 shows the 

miss rate recorded by the individual cores and also the overall miss rate at L2.  

  

 Fig 4.5 Average cache occupancy percentage 

 

Miss rate is defined as the ratio of number of misses to the total number of 

accesses. As it is observed from Fig. 4.6 there is reduction in the core-wise miss 

rate and overall miss rate across majority of the benchmarks when compared to 

LRU.  

Apart from two workloads, all the others have shown significant improvement in 

hits. Percentage increase in hits varies from a minimum of 0.1% (dedup) to 

maximum of up to 11% (ferret) as shown in Fig. 4.3. 

Number of replacements reflects the efficiency of any replacement algorithm. A 

maximum of almost 20% reduction in the number of replacements is  observed 

across the given workloads compared to LRU from Fig. 4.4. Cache occupancy 

refers to the amount of cache that is being effectively utilized to improve the 

performance for any workload. Fig. 4.5 indicates cache utilization is higher for 

majority of the benchmarks when LCP is applied compared to LRU. Vips utilizes 

the cache space to the maximum possible extent. 
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                                             Fig 4.6 Miss rate recorded by individual cores 

 

4.9. Summary 

   This chapter discusses about a dynamic and a structured replacement 

technique that can be adopted across the LLC. Key points pertaining to this 

replacement policy are as follows: 

   Elements of the cache are logically partitioned into   four zones based on their 

likeliness to be referenced by the processor with the help of a 3-bit LCP counter 

associated with every cache line. The minimum value that the counter can hold 

is ‘0’ and the maximum value is ‘7’. 

   Replacement candidates are chosen from the zones in the increasing order of 

their likeliness factor starting from the NLR zone. Initially all the counter values 

are set to ‘-1’. Conceptually all the blocks contain invalid data. 

   For every hit, the corresponding element is moved up by one zone by adjusting 

the LCP counter value. If it has reached the top most zone (MLR) the counter 
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value is left untouched.  

   For every miss the counter value is decremented by ‘1’ to prevent stale data 

items from polluting the cache as the algorithm executes. When a new data 

arrives, its LCP value is set to ‘2’. Boundary condition check needs to be applied 

whenever the LCP counter value is modified to make sure that it does not 

overshoot its designated range.   

     Experimental results obtained by applying the method on PARSEC 

benchmarks have shown a maximum improvement of 9% in the overall number 

of hits and 3% improvement in the average cache occupancy percentage when 

compared to the conventional LRU approach. 

 

 

 

 



5. SHARING AND HIT BASED PRIORITIZING TECHNIQUE 

   The efficiency of cache memory can be enhanced by applying different 

replacement algorithms. An optimal replacement algorithm must exhibit good 

performance with minimal overhead. Traditional replacement methods that are 

currently being deployed across multi-core architecture platforms, try to classify 

elements purely based on the number of hits they receive during their stay in the 

cache. In multi-threaded applications data can be shared by multiple threads 

(which might run on the same core or across different cores). Those data items 

need to be given more priority when compared to private data because miss on 

those data items may stall the functioning of multiple threads resulting in 

performance bottleneck. Since the traditional replacement approaches do not 

possess this additional capability, they might lead to inadequate performance for 

most of the current multi-threaded applications. 

   To address this limitation, this chapter proposes a Sharing and Hit based 

Prioritizing (SHP) replacement technique that takes the sharing status of the data 

elements into consideration while making replacement decisions. Evaluation 

results obtained using multi-threaded workloads derived from the PARSEC 

benchmark suite shows an average improvement of 9% in the overall hit rate when 

compared to LRU algorithm. 

 

5.1. Introduction 

    In multi-threaded applications, when threads run across different cores, the 

activity in L2 cache tend to shoot up as multiple threads try to store and retrieve 

shared data. At this point there are many challenges that need to be addressed. 

Cache coherence has to be maintained, the replacement decisions made need to 

be judicious and the available cache space must be utilized efficiently. When there 

is a miss on a data item which is shared by multiple threads, the execution of many 

threads gets stalled. This is because when the first thread, which had encountered 

a miss, is attempting to fetch the data from the next level of memory, any 

subsequent thread which tries to access the same data will result in miss. 



    Hence it becomes imperative to handle shared data with more care compared to 

other data items. Traditional replacement algorithms like LRU, MRU etc do not 

possess this capability. They classify elements based on when they will be required 

by the processor but do not check for the status of the cache block, i.e. whether it is 

shared or private at any point of time. Also when there are more than thousands of 

threads running in parallel, it may not be very useful in tagging the block simply as 

‘shared’ or ‘private’. In those cases, additional information about their shared status 

can prove handy. This chapter provides an overview on a novel counter based 

cache replacement technique that associates a ‘sharing degree’ with every cache 

block. This degree specifies a set of ranges which includes – not shared (or private), 

lightly shared, heavily shared and very heavily shared. This information combined 

along with the number of hits received by the element during its stay in the cache is 

used to produce a priority for that element based on which judicious replacement 

decisions are made.  

Contributions of this chapter includes,  

 A novel counter based replacement algorithm that makes replacement 

decisions based on the sharing nature of the cache blocks 

 Association of a 'sharing degree' with every cache line, which indicates the 

extent to which the element is shared depending on the number of threads 

that try to access that element.  

 Four degrees of sharing namely – not shared (or private), lightly shared, 

heavily shared and very heavily shared.  

 A replacement priority for every cache line which is arrived upon by 

combining the sharing degree along with the number of hits received by 

the element based on which the replacement decisions are made.  

5.2. Sharing and Hit Based Prioritizing Method 

   Similar to the other two replacement algorithms, every cache block is associated 

with a counter. This 2-bit counter is called as the Sharing Degree Counter or SD 

counter. Table 5.1 shows all the four possible values that the counter can hold 



and their individual descriptions. Depending on the number of threads that access 

a cache block, it is classified into any one of the sharing categories as shown in 

the table. To collect the sharing status of the cache blocks, it is essential to have 

an efficient data structure in place to track the number of threads that accesses 

the data item. For this purpose there is a filter which is referred to as the Thread 

Tracker filter (TT filter). It is a flexible dynamic software based array that gets 

created and is associated with every cache block during run time.  

   When a thread tries to access a data item, a search is conducted in the TT filter 

to check if the thread id is already present in it. If not, then the id is stored in the 

corresponding cache block’s TT filter. Size of the filter expands as and when a 

thread id gets added to it. Once a cache block is about to be evicted, the memory 

allocated for the associated TT filter is freed. At any point of time, with the help of 

thread ids that are found in the TT filter, the sharing degree counter is populated 

for every cache block. 

 

5.3. Replacement Priority 

    The sharing status of the blocks alone cannot be used to make replacement 

decisions. Number of hits garnered by the element is also an important factor to 

consider when performing a replacement. Hence a priority for every individual 

cache block has been arrived at, that not only gives more weightage to sharing 

nature but also attaches importance to the number of cache hits garnered by the 

element. Priority computation equation is as follows Priority = Sharing Degree + ∗ Hits Count   … … … 4  

 

   Sharing degree indicates the sharing degree counter value for the particular 

cache block at that particular point of time. A software based hit counter is 

associated with every cache block that provides an estimate of the hits received 

by the element during its stay in the cache. This counter is refreshed every time a 



new element enters the block. The upper bound of the counter is fixed to a specific 

value. If that value is reached, the counter is considered saturated and any hits 

received beyond that will not be taken into account. Experimental results have 

shown that in a unified cache memory, the average number of instructions is 50% 

and the remaining 50% forms the data. For calculation of priority, the analysis is 

mainly upon the data part as it is accessed much more frequently compared to 

instructions. Also due to locality of reference, several threads can access the data 

several times. To highlight the former part, the hit count value is divided by 2 and 

to highlight the latter part, hit count value is scaled by a factor of the sharing 

degree counter value. Whenever any one of these counters change, the priority 

of the element needs to be recomputed. 

   Cache replacement policy consists of deletion, insertion and promotion 

operations. Each phase of the algorithm is explained in detail in the subsequent 

sections. The mapping method used is set associative mapping. 

 

5.4. Replacement Policy 

   When the cache becomes full, replacement has to be made to pave way for new 

incoming data items. SHP makes replacement decisions based on the computed 

priority values. Elements are evicted in the increasing order of their priority. The 

element with the least priority in the list is chosen as the victim. If more than one 

element has the same least priority, then the one which is encountered first while 

scanning the cache is taken as the victim as a tie-breaking mechanism. It is also 

essential to ensure that stale data do not pollute the cache for longer periods of 

time.  

   From this aspect the hit counter can be regarded as an ageing counter. Every 

time a victim is found, the hit counter of all the other elements in the cache is 

decremented and their corresponding priorities are re-computed. If any element 

remains unreferenced for a long period of time, its priority will gradually decrease 

and the element will eventually be flushed out of the cache.   

 



Algorithm 3: Implementation for Cache Miss, Hit and Insert Operations  

  

Input: 

  A cache set instance 

Output: 

  removing_index  /** Block id of the victim **/ 

 

Miss: 

   /** Invoke FindVictim method. Set id is passed as parameter **/  

   FindVictim(set) 

 

   FindVictim(set): 

      min = ∞ 

      for  i = 0 to associativity do 

             /** Choose the minimum priority element **/     

             if set.blk[i].priority < min then 

                 min = set.blk[i].priority;   

              removing_index = i;  

       return removing_index; 

 

Hit: 

    /** Scan the TT Filter **/      

    for i = 0 to length(TT_Filter) do 

       if TT_Fitler[i] == accessing_thread_id then 

          thread_found = 1; 

    /** If thread id not found in TT Filter, add the thread id to it **/ 

    if thread_found ! = 1 then  

       TT_Filter[i] = accessing_thread_id; 

    set blk.sharing_degree counter value[0 to 3] according to TT_Filter length 

    priority = (set.blk.sharing_degree +1) * (set.blk.hit_counter)/2; 

 



Insert:  

     /** Private block **/ 

    set.blk.sharing_degree = 0; 

    refresh blk.hit_counter; 

 

Correctness of Algorithm 

 

Invariant: At any iteration i, the sharing degree counter value of set.blk[i] holds a 

value in the range [0,3]. 

 

Initialization: 

  When i = 0, set.blk[i]. sharing_degree will be set to ‘0’ initially. Hence invariant 

holds good at initialization. 

 

Maintenance: 

  At i = n, set.blk[i].sharing_degree will contain  

either zero (Private) or  

set.blk[i].sharing_degree will have ‘1’ (Lightly shared) or 

set.blk[i].sharing_degree will have ‘2’ (Heavily Shared) or 

set.blk[i].sharing_degree will hold ‘3’ (Very Heavily Shared). 

Hence invariant holds good for i = n. 

Same case when i = n+1 as the individual iterations are mutually exclusive. Thus 

invariant holds good for i = n + 1. 

 

Termination: 

   The priority computation loop is limited by the associativity of the cache which 

will always be finite.  TT filter iteration is limited by the size of the TT filter which 

will be equal to the total number of threads executing. It will also be finite. The 

invariant can also be found to hold good for all the cache blocks present 

when the loops terminate. 
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Fig 5.1 (i) SHP flow diagram 
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Fig 5.1 (ii) Victim Selection flow for SHP 

 

Table 5.1 Sharing degree values and their descriptions 

Number of 
Accessing Threads 

Sharing Degree 
Counter Value 

Nature of Sharing 

1 0 Private/Not Shared 

2-3 1 Lightly Shared 

4-7 2 Heavily Shared 

8-10 3 Very Heavily Shared 



 

5.5.  Insertion Policy 

   After evicting the victim, the new data item needs to be inserted into the cache. 

Sharing degree counter is set to ‘0’ to indicate that the incoming block is currently 

not shared by any other threads. The corresponding hit counter is refreshed. 

 

5.6.  Promotion Policy 

    When a cache hit happens, the hit counter of the corresponding block is 

incremented.  Also the accessing thread id is compared against the ids which are 

already present in the TT filter and if it is not present there, it is added into the TT 

filter. Sharing degree counter is adjusted accordingly and the priority is re-

computed. Fig.  5.1(i), 5.1(ii) shows the basic flow of SHP technique.   

 

5.7. Results 

   To evaluate the performance of SHP, simulation has been carried out with 

GEM5 simulator using PARSEC workloads (discussed in Chapter 6) and the 

results are compared with LRU.  Most of the applications are benefited 

through this replacement policy. The results are shown in this section. 

 

5.8. SHP Performance 

   It is observed from the following figures, that the performance of the proposed 

replacement technique is better than LRU for multithreaded workloads. The 

overall number of hits obtained at LLC cache for SHP method compared to LRU 

is shown in the graph in Fig. 5.2.  In Fig. 5.2, blackscholes has shown the 

maximum improvement. On an average, a 9% percent improvement in the overall 

number of hits is observed across the given benchmarks.  



 

                                                           Fig 5.2 Overall number of hits at L2 

 

   Fig. 5.3 shows the overall number of replacements made at L2 for SHP and 

LRU. The more the number of replacements made, the more will be the overhead 

involved. So it is always desirable to keep this parameter as low as possible. In 

this method, the average number of replacements made at L2 has decreased 

compared to LRU. Compared to other benchmarks, blackscholes has exhibited 

the least number of replacements (1.6% lesser than that of LRU) and swaptions 

has shown a 0.55% decrease when compared to LRU 

   Fig. 5.4 shows the L2 miss rate for different workloads. Miss rate is computed 

from the overall number of misses and the overall number of accesses. To obtain 

a high performance, LLC must provide a lower miss rate. Majority of the 

benchmarks have shown improvement in this metric when compared to LRU with 

dedup showing superior performance. 
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Fig 5.3 Percentage decrease in number of replacements made at L2 

 

 

 

Fig 5.4 Overall miss rate and core-wise miss rate at L2 cache 
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5.9. Summary 

   Shared data plays a critical role in determining the performance of cache 

memory systems, especially in a multi-threaded environment. Conventional LRU 

approach does not attach importance to such data and hence this chapter 

proposes a novel counter based prioritizing algorithm. 

 Every cache block is associated with a 2-bit sharing degree counter which 

iterates from 0 to 3. 

 A dynamic software based TT filter is associated with every block to keep track 

of the threads that are accessing that block.  

 A hit counter is used to keep track of the hits received by the data item. 

 Values of the sharing degree and the hit counters are used to compute a priority 

for each cache block. 

 This priority is then used to make judicious replacement decisions. 

   Evaluation results have shown an average improvement of up to 9% in the 

overall number of hits when compared to the traditional LRU approach. 

 

 

 

 

 

 



6. EXPERIMENTAL METHODOLOGY 

   This section outlines the simulation infrastructure and benchmarks used to 

evaluate the dynamic replacement policies. To evaluate the proposed techniques, 

Gem5 [102] simulator is used and PARSEC benchmark suites [103,104,105] are 

used as input sets. 

6.1. Simulation Environment   

    For simulation studies, Gem5 - a modular, discrete, event driven, completely 

object oriented, computer system open source simulator platform, has been 

chosen.  It can simulate a complete system with devices and an operating system, 

in full system mode (FS mode), or user space only programs where system 

services are provided directly by the simulator in syscall emulation mode (SE 

mode). The FS mode is currently being used. It is also capable of simulating a 

variety of Instruction Set Architectures (ISAs). 

 

Table 6.1 Summary of the key characteristics of the PARSEC benchmarks 

 

Program 

 

       Application          

Domain 

 

Working Set 

 
Blackscholes 

 
Financial Analysis 

 
Small 

 

 
Canneal 

 
Computer Vision 

 
Medium 

 
Dedup 

 
Enterprise Storage 

 
Unbounded 

 
Ferret 

 
Similarity Search 

 
Unbounded 

 
Fluidanimate 

 
Animation 

 
Large 

 
Swaptions 

 
Financial Analysis 

 
Medium 

 

 
Vips 

 
Media Processing 

 

 
Medium 

 
x264 

 
Media Processing 

 

 
Medium 

 



6.2. PARSEC Benchmark 

   The Princeton Application Repository for Shared-Memory Computers 

(PARSEC) is a benchmark suite that comprises numerous large scale commercial 

multi-threaded workloads for CMP. For simulation purposes, seven workloads 

have been picked up from PARSEC suite. Every workload is divided into three 

phases: an initial sequential phase, a parallel phase (which is further split into two 

phases), and a final sequential phase.  

    This work focuses on the performance obtained at the parallel phase which is 

also known as the Region of Interest (ROI). All the stats which are collected to 

measure the cache performance correspond to the ROI of the workloads. The 

basic characteristics of the chosen benchmarks are shown in Table 6.1. Table 6.2 

highlights the cache configuration parameters used for simulation. 

  

                        Table 6.2 Cache architecture configuration parameters 

Parameter L1 Cache L2 Cache 

Total Cache Size i-cache 32 kB 2MB 

d-cache 64 kB 

Associativity 2-way 8-way 

Miss Information/Status 
Handling Registers 
(MSHR) 

10 20 

Cache Block Size 64B 64B 

Latency 1ns 10ns 

Replacement Algorithm LRU CB-DPET 

 

6.3. Evaluation Of Many-Core Systems 

   Evaluation using PARSEC benchmarks for all the three methods on two, four 

and eight core systems with a 2MB LLC have yielded  better results compared to 

LRU in terms of parameters like number of hits, hit rate, throughput and IPC 



speedup. Throughput is measured from the total number of instructions that get 

executed in a single clock cycle (Instruction Per Cycle or IPC). In multi-threaded 

applications, throughput is the sum of individual thread IPCs as shown below. 

Throughput =  ∑ IPCi n
i=1  … … …  

IPC Speedup of Algorithm k over LRU = IPCk  / IPCLRU 

where ‘n’ refers to the total number of threads and k refers to anyone of the 

methods CB-DPET, LCP or SHP. 

   Evaluation results using PARSEC benchmarks for two cores have shown that 

an average improvement in IPC speedup of up to 1.06, 1.05 and 1.08 times that 

of LRU has been observed across CB-DPET, LCP and SHP techniques 

respectively (Fig.  6.1, 6.2 and 6.3).   

 

  
 

Fig 6.1 Performance comparison for 2 cores 
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Fig 6.2 Performance comparison for 4 cores 
 
 
 
 

   
 

Fig 6.3 Performance comparison for 8 cores 
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Fig 6.4 CB-DPET- Percentage increase in hits  

 

 

Fig 6.5 LCP- Percentage increase in hits 
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Fig 6.6 SHP- Percentage increase in hits 
 

 

In 2 core scenario for CB-DPET, canneal has shown highest IPC speedup 

improvment (1.2 times that of LRU) and dedup has recorded the least improvment 

of 1.02 times that of LRU. Vips and swaptions have shown maximum IPC speed 

up compared to other workloads for LCP and SHP methods in 2-core system. In 

4 core scenario, fluidanimate has shown maximum IPC speedup of 1.075 and 

1.07 times that of LRU for CB-DPET and LCP methods respectively. Blackscholes 

has shown IPC speedup of 1.07 times that of LRU which is the maximum for SHP 

method in 4-core environment. For 8 cores, ferret has recorded maximum IPC 

speedup for CB-DPET and LCP methods whereas swaptions has shown 

maximum IPC speedup of almost 1.1 times that of LRU for SHP method. 

Improvement in overall hits of up to 8% has been observed using CB-DPET when 

compared to LRU at the L2 cache level (Fig. 6.4). LCP and SHP have shown an 

average improvement of upto 9% (Fig. 6.5) and 9% (Fig. 6.6) respectively in the 

overall number of hits. 
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6.4. Storage Overhead 

6.4.1. CB-DPET 

PET counter requires frequent lookup so it can be kept it as a part of the cache 

hardware to expedite the access time. Considering an 8-way associative, 2MB 

cache which has 4096 sets and the cache block size is 64 Bytes. Additional 

Storage required is calculated as follows. Additional Overhead = no. of sets ∗ no. of blocks per set ∗ no. of bits per block                                              = ∗ ∗   
                                    =  𝑏𝑖  𝑜   𝐾𝐵 

DM Register is allocated on a per thread basis and it depends on the application 

during its run time so it is kept more like software based register rather than a 

hardware one. The decision to have block status register either as a part of 

hardware or software depends during implementation time because the value it 

can hold is not fixed right now. Assuming that it can take only a ‘0’ (say shared) 

and ‘1’ (not shared) and assuming that the thread id range do not start from ‘0’: If 

implemented in hardware. Additional storage required for blockstatus register is 

approx 4KB. The total additional storage required is approximately 16KB which 

amounts to 0.78% overall increase in area for a 2MB L2 Cache. 

6.4.2. LCP 

Similar to PET, LCP counter also requires frequent lookup so keeping it as a 

part of the cache hardware to expedite the access time. Storage overhead is 

similar to that of PET counter which is approximately 12KB since LCP is also a 3-

bit counter.  As no other registers and counters are required, LCP results in 0.58% 

overall increase in area for a 2MB L2 Cache. 

6.4.3. SHP 

SHP requires a 2-bit Sharing Degree counter which requires frequent look up 

and hence keeping it as a part of the hardware. Additional storage required for 

Sharing Degree counter is calculated as follows 



Additional Overhead = no. of sets ∗ no. of blocks per set ∗ no. of bits per block                                              = ∗ ∗                                               =  𝑏𝑖  𝑜   𝐾𝐵 

Thread Tracker filter which is used to keep track of the threads that accesses the 

blocks can be implemented as a part of software which gives the flexibility of 

dynamically allocating and freeing the memory as and when required. Hence SHP 

results in 0.39% overall increase in area for a 2MB L2 Cache. 



7. CONCLUSION AND FUTURE WORK 

 

7.1. Conclusion 

   When it comes to concurrent multi-threaded applications in a CMP environment, 

LLC plays a crucial role in the overall system efficiency. Conventional replacement 

strategies like LRU, NRU etc may not be effective in many instances as they do 

not adapt dynamically to the data requirements. Numerous researches are being 

conducted to find novel ways for improving the efficiency of the replacement 

algorithms applied at LLC. In this dissertation, three novel counter based 

replacement strategies have been proposed.  

 A novel replacement algorithm called CB-DPET has been proposed which 

takes a more systematic and access-history based decision compared to LRU. 

It is further split into DPET and DPET-V. DPET associates a counter with every 

cache block to keep track of its recent access information. Based on this 

counter’s values, the algorithm makes replacement, insertion and promotion 

decisions. 

  A dynamic and a structured replacement technique called LCP has been 

proposed to be adopted across the LLC. Here the elements of the cache are 

logically partitioned into   four zones based on their likeliness to be referenced 

by the processor with the help of a 3-bit LCP counter associated with every 

cache line. Replacement candidates are chosen from the zones in the 

increasing order of their likeliness factor starting from the NLR zone. For every 

hit, the corresponding element is moved up by one zone by adjusting the LCP 

counter value. If it has reached the top most zone (MLR) the counter value is 

left untouched. For every miss the counter value is decremented by ‘1’ to 

prevent stale data items from polluting the cache.   

 A novel counter based prioritizing algorithm called SHP has been proposed to 

be applied across the LLC. Here every cache block is associated with a 2-bit 

sharing degree counter which iterates from 0 to 3. A dynamic software based 

TT filter is associated with every block to keep track of the threads that are 



accessing that block.  A hit counter is used to keep track of the hits received by 

the data item. Values of the sharing degree and the hit counters are used to 

compute a priority for each cache block. This priority is then used to make 

judicious replacement decisions. 

 

Table 7.1 Percentage increase in overall hits at L2 Cache compared to LRU 

Method 2-Core 4-Core 8-Core 

CB-DPET 8% 4% 3% 

LCP 6% 9% 5% 

SHP 7% 9% 5% 

 

   Table 7.1 provides the percentage improvement obtained in overall number of 

hits when compared to LRU for all the three methods. It is observed that up to 9% 

improvement has been obtained at the L2 cache level (for LCP) in overall hit 

percentage increase and an IPC speed up of up to 1.08 times that of LRU (for 

SHP).   

Simulation studies shows that all the three proposed counter based replacement 

techniques have outperformed LRU with minimal storage overhead. 

 

7.2. Scope for Further work 

   Dynamic replacement strategies have proven to work well with versatile set of 

application workloads that currently exist. Increasing the dynamicity without 

inducing much hardware overhead is crucial. This research has experimented 

novel replacement strategies on the shared L2 cache while the modifications that 

may be required to run the same algorithms in the relatively smaller private L1 

cache is an interesting area to explore.  

   Appending additional bits per cache block in CB-DPET can help in storing more 

information about the access pattern of the data item but storage overhead needs 



to be taken into consideration. In LCP, optimization of the victim search process 

could be done to expedite the replacement candidate selection. Multi-threading 

could be a better solution here. Instead of having one thread searching the cache 

set in multiple passes there can be multiple threads searching in different zones 

but inter-thread communication may have to be explored to make sure the process 

stops once victim is found. In sharing and hit-based prioritizing algorithm, 

replacement priority of cache blocks is computed from the sharing degree and 

number of hits received. In order to boost the accuracy, various other parameters 

like miss penalty incurred while replacing that block etc can also be considered 

while computing priority. 
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